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MIRAUS: MRI-Informed Residual Adaptation for Single-Frame TRUS Prostate Boundary Mea-
surement

Zeming Huang, Haixin Chen, Chuanzhen Cao, Tao Wang, Zhipei Huang, Fei Qin

Training-only MRI improves single-frame TRUS boundary measurement.

Utility-guided aggregation uses MRI context without image registration.

Residual adaptation enables MRI-free automatic and box-assisted use.

MIRAUS achieved 3.62 mm HD95 across 73 cross-validation patients.

Model-derived calipers support conventional ellipsoid volume estimation.
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ABSTRACT

Prostate boundary measurement from transrectal ultrasound (TRUS) provides the in-plane calipers
used for conventional ellipsoid volume estimation and downstream prostate-specific antigen density
assessment. Speckle noise, acoustic shadowing, weak tissue contrast, probe-induced deformation,
and variable localization can degrade these measurements. Although magnetic resonance imaging
(MRI) provides superior soft-tissue contrast, it remains impractical as a routine examination input.
We formulate MIRAUS under learning using privileged information (LUPI), using weakly aligned
MRI only during training and a single TRUS frame at deployment. A utility-supervised module
aggregates useful anatomical information from a local 2.5D MRI neighborhood. Residual adaptation
then transfers the MRI-conditioned feature increment to a lightweight TRUS student supporting
automatic and box-assisted inference. In patient-disjoint five-fold cross-validation on 73 uRegPro
patients (3,885 gland-bearing frames), automatic inference achieved an HD95 of 3.62 mm and a Dice
score of 93.20%. In a simulated clinical caliper workflow, the resulting ellipsoid estimates showed
a —0.68-mL bias and a 4.68-mL mean absolute error relative to the reference-caliper ellipsoid. On
a separate-center cohort, automatic and standardized box-assisted inference achieved Dice scores of
71.30% and 84.72%, respectively. MIRAUS provides a lightweight route for MRI-informed boundary

measurement while preserving automatic and box-assisted single-frame TRUS deployment.

1. Introduction

Prostate cancer represents a major global health bur-
den as the second most frequently diagnosed malignancy
in men, accounting for approximately 1.47 million new
cases and 397000 deaths worldwide in 2022 [1]. Given
that advanced-stage disease remains largely incurable [2],
early detection and long-term surveillance are paramount,
with active screening associated with up to a 48.9% reduc-
tion in metastatic diagnosis risk [3]. In current urological
practice, PSA testing is widely used for initial screening,
but its limited specificity contributes to overdiagnosis and
unnecessary invasive biopsies [4-6]. Because serum PSA
levels are strongly confounded by gland size, prostate vol-
ume assessment has become pivotal to calculate PSA density
(PSAD)—a key biomarker that differentiates indolent hyper-
plasia from aggressive malignancy to refine pre-biopsy risk
stratification [7, 8].

Transrectal ultrasound (TRUS) is widely used for prostate
assessment because it is real-time, portable, and inexpen-
sive. In conventional examination, operators select rep-
resentative axial and sagittal views and place transverse,
anteroposterior, and longitudinal calipers. These three di-
ameters are combined using a prolate-ellipsoid model to
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estimate prostate volume [9, 10]. The transverse and antero-
posterior measurements depend directly on the perceived
gland boundary, so contour errors propagate into the derived
volume and PSAD. Speckle noise, acoustic shadowing,
weak soft-tissue contrast, probe-induced deformation, view
selection, and caliper placement therefore constitute major
sources of measurement variation [9, 11].

Magnetic resonance imaging (MRI) provides higher
soft-tissue contrast than TRUS and can supply comple-
mentary anatomical information for prostate boundary es-
timation [12]. Multi-observer analyses have also demon-
strated close structural correspondence between prostate
delineations obtained from MRI and 3D TRUS [13]. MRI
is nevertheless unsuitable as a routine input for rapid TRUS
measurement because of its cost, acquisition time, and
infrastructure requirements [14]. This complementary rela-
tionship motivates a learning using privileged information
(LUPI) setting: weakly aligned MRI can guide model devel-
opment, while the deployed measurement system continues
to operate from TRUS alone [15].

Automated TRUS segmentation has advanced through
convolutional networks, spatial-context modeling, domain
adaptation, and promptable medical foundation models [16,
17]. These approaches improve contour estimation, interac-
tion, or computational efficiency, but the deployed prediction
remains constrained by the anatomical evidence present in
the current TRUS input. Methods that obtain additional
spatial information from neighboring frames or complete
3D sweeps also change the acquisition requirement. Existing
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Figure 1: Clinical motivation and deployment concept of
MIRAUS. (a) TRUS supports real-time prostate boundary and
caliper measurement, but speckle, shadowing, and weak tissue
contrast obscure the gland boundary. (b) Weakly aligned MRI
provides privileged anatomical information during training.
(c) The deployed student performs automatic or box-assisted
boundary measurement from a single TRUS frame without
MRI.
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multimodal and missing-modality approaches provide an-
other route to richer representations, but they commonly as-
sume spatially aligned modalities or transfer cohort-level in-
formation. The unresolved problem is how to exploit weakly
aligned MRI during training while preserving lightweight,
single-frame TRUS measurement at deployment.

To address this problem, we propose MIRAUS, an MRI-
informed residual adaptation framework for single-frame
TRUS prostate boundary measurement. During privileged
teacher training, a coarse relative-depth correspondence de-
fines a local 2.5D MRI neighborhood for each TRUS frame.
Utility-supervised aggregation emphasizes the MRI can-
didates that provide useful anatomical information under
this weak alignment. The trained teacher then defines the
MRI-conditioned feature increment relative to the original
TRUS representation. A lightweight residual adapter learns
to estimate this increment from TRUS alone. At deployment,
the MRI branch and teacher are removed, and mixed-prompt
adaptation allows the same student to operate automatically
with a full-image prompt or interactively with a coarse
localization box.

The main contributions of this work are summarized as
follows':

e Training-time MRI-privileged boundary measure-
ment: We formulate single-frame TRUS prostate
boundary measurement under LUPI, using weakly
aligned MRI only during training while retaining
lightweight TRUS-only automatic and box-assisted
inference.

ISource code and an interactive case explorer are publicly avail-
able at https://github.com/Zeming-Huang/MIRAUS and https://zeming-huang.
github.io/MIRAUS/.

o Utility-guided anatomical selection and residual
transfer: We introduce utility-supervised aggregation
over a local multi-slice MRI neighborhood and distill
the resulting MRI-conditioned feature increment into
a TRUS student, avoiding dependence on direct pixel-
wise alignment.

e Measurement-oriented validation: We evaluate bound-

ary distance, in-plane diameter and ellipsoid-volume
errors, operator-dependent localization, interaction
time, inference latency, anatomical depth, and separate-
center acquisition conditions.

2. Related Work

2.1. TRUS Prostate Boundary and Volume
Measurement

Conventional TRUS prostate volumetry derives gland
volume from transverse, anteroposterior, and longitudinal
diameters acquired on selected axial and sagittal views.
The diameters are combined using an ellipsoid approxi-
mation, providing a rapid measurement that is compatible
with routine ultrasound examination [8, 9]. Its reliability
depends on the selected imaging plane, the visibility of the
gland margin, and the placement of each caliper. Observer
studies have consequently reported variation in both TRUS
boundary delineation and derived prostate volume [9, 11].
The ellipsoid model also introduces a geometric error when
the gland departs from the assumed shape, which can alter
the resulting volume and PSAD [7, 8].

Boundary estimation is therefore an integral part of the
measurement process. Early automated approaches com-
bined handcrafted appearance descriptors, statistical shape
constraints, deformable contours, and level-set optimization
to stabilize prostate margins under speckle and acoustic
attenuation [18-20]. These methods introduced anatomical
regularization into TRUS boundary extraction, but their
performance depended on manually designed features and
shape assumptions. Their development established the value
of boundary geometry for reproducible measurement while
motivating data-driven models that can learn more complex
TRUS appearances.

2.2. Automated and Promptable TRUS Boundary
Estimation

Convolutional networks shifted TRUS boundary estima-
tion from engineered descriptors to learned image represen-
tations. Slice-wise models support rapid processing during
ultrasound-guided examination, whereas 3D architectures
use complete sweeps to model spatial continuity [21-24].
Neighboring-slice input has also been investigated as an in-
termediate strategy, although additional TRUS slices do not
consistently improve segmentation [25]. TRUS-specific ar-
chitectures further incorporate attention, scanner adaptation,
shadow modeling, and domain-aware augmentation [26—
30]. These methods improve boundary estimation across ac-
quisition conditions, but spatial-context models commonly
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require neighboring frames or complete volumes at infer-
ence.

Promptable foundation models provide a complemen-
tary interaction mechanism. The Segment Anything Model
introduced point-, box-, and mask-conditioned segmenta-
tion, and MedSAM adapted this interface to medical im-
ages [17, 31]. SAMed and SAM-Med2D support automatic
or prompt-assisted medical segmentation, while SAMUS in-
troduces ultrasound-specific local representations [32—34].
Lightweight transformer encoders reduce the computational
cost of promptable inference, and volumetric systems such as
SegVol and nnlnteractive extend interaction to 3D data [35-
37]. These developments improve interaction and deploy-
ment efficiency, but they still estimate the boundary from
the anatomical information available in the deployed TRUS
input. Training-time access to a clearer modality offers a
separate opportunity to improve single-frame measurement
without increasing examination-time imaging requirements.

2.3. Privileged Learning with Weakly Aligned
Multimodal Data

Knowledge distillation transfers information from a
teacher to a deployable student through output distribu-
tions or intermediate representations. Generalized distilla-
tion connects this formulation with LUPI, in which aux-
iliary information is available during training but absent
during inference [15, 38]. Modality hallucination similarly
trains a single-modality network to reproduce representa-
tions learned from a richer training-time input [39].

Medical imaging has applied privileged learning to
uncertainty estimation, cross-modal feature supervision, and
single-modality deployment [40, 41]. Privileged Modality
Distillation transfers complementary information between
intravascular imaging modalities, while KD-Net distills a
multimodal brain-tumor teacher into a monomodal stu-
dent [42, 43]. Missing-modality architectures such as RFNet
and mmFormer learn multimodal representations that re-
main usable when an input modality is unavailable, and
ProtoKD transfers prototype-level knowledge to a single-
modality model [44—46]. These formulations are primarily
designed for modalities with dependable spatial correspon-
dence.

MRI guidance for prostate TRUS analysis has also
been introduced through deformable registration and MRI-
derived anatomical priors [12, 47]. Dense MRI-TRUS cor-
respondence remains difficult because patient positioning,
acquisition orientation, slice spacing, and probe pressure
alter prostate geometry and image appearance. Direct feature
matching under these conditions may associate the current
TRUS frame with irrelevant MRI anatomy [48]. Fully un-
paired transfer avoids this correspondence requirement, but
it discards the coarse within-patient anatomical relationship
available in paired acquisitions [49].

Together, these studies show that anatomical priors can
stabilize prostate boundaries, multimodal distillation can
transfer information available only during training, and
promptable models can support different levels of operator

guidance. The remaining challenge is to transfer useful
MRI anatomy under coarse MRI-TRUS correspondence
while preserving single-frame TRUS deployment. MIRAUS
addresses this challenge by aggregating local MRI features
through relative-depth correspondence and distilling the re-
sulting MRI-conditioned residual into a TRUS-only student
for automatic and box-assisted boundary measurement.

3. Methods

3.1. Measurement Task and Measurement Model

The primary measurement output of MIRAUS is the
two-dimensional prostate boundary on a selected TRUS
frame. Let x, € R denote a single TRUS frame
and let b denote either a full-image prompt or an optional
coarse localization box. The deployed student produces a
prostate probability map P,, from which the binary mask
¥, and its boundary C, = 0y, are obtained. The boundary
coordinates are initially expressed on the image grid and are
converted into physical coordinates using the corresponding
pixel spacing.

Two in-plane linear measurements are derived from é\n.
The left-right diameter ﬁT is the transverse extent of the
estimated boundary, and the anteroposterior diameter D AP
is its orthogonal axial extent:

13T = max_(x)— min_(x),
(x,y)eC, (x,y)eC,
N . (H
Dpp = max (y)— min_ ().
(x,y)eC, (x,y)eC,

where x and y denote physical coordinates in millimetres.
The corresponding reference quantities, DrTef and fo;, are
derived from the expert reference mask y, using the same
procedure.

Conventional prostate volume measurement approxi-
mates the gland as a prolate ellipsoid [9]:

b4
Vellip = EDTDAPDSI» @)
where Dg; is the superior-inferior diameter. Diameters are
measured in millimetres, and the resulting volume is con-
verted from mm? to millilitres.

The retrospective caliper experiment evaluates replace-
ment of the two in-plane measurements on a reference-
selected maximal axial cross-section. The model supplies
Dy and D ,p, while the reference longitudinal diameter Dgf
is held fixed. The resulting assisted estimate is

Veiip = gDTDAPDrsei - 3)
This protocol measures the error introduced when model-
derived boundaries replace the two axial calipers within the

conventional ellipsoid workflow.

3.2. MIRAUS Framework

We formulate single-frame TRUS prostate boundary
measurement under the Learning Using Privileged Informa-
tion (LUPI) paradigm [15]. Each training sample contains a
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TRUS frame x,,, its reference mask y,,, and a weakly aligned
local MRI neighborhood M,,:

“

MRI is used by the privileged teacher during training, while
the deployed model receives only the current TRUS frame
and its prompt.

The overall privileged-learning and deployment path-
ways are illustrated in Fig. 2. First, the privileged teacher
selects and aggregates useful anatomical information from
the local MRI neighborhood. Second, a lightweight residual
adapter learns to recover the resulting MRI-conditioned
feature increment from TRUS alone. Finally, mixed-prompt
adaptation prepares the same student for automatic full-
image operation and box-assisted measurement. The MRI
branch and teacher are removed before deployment.

Dtr = {(Xn’Mn’ YVI)}nN=1 ’

3.2.1. Modality-Specific Encoding and Local MRI
Context

Densely annotated TRUS datasets remain limited, mak-
ing it difficult to train a high-capacity segmentation model
from scratch. Ultrasound examination also favors a com-
pact model that can process individual frames efficiently.
We therefore build MIRAUS upon the LiteMedSAM ar-
chitecture, which contains a TinyViT image encoder, a
lightweight prompt encoder, and a mask decoder. The four-
stage Tiny ViT backbone converts each 256 X256 input into a
256-channel feature map with a spatial resolution of 64 X 64.

TRUS and MRI differ substantially in appearance, so
they are processed by separate image encoders. We use two
TinyViT encoders with the same architecture but indepen-
dent modality-specific pretrained weights. Let E; and E,,

denote the TRUS and MRI encoders, respectively. Given a
TRUS frame x,, and an MRI candidate mY,, they produce

F, = Ey(x,), Ffw = Ep/(m)). 4)
Both image encoders remain frozen during teacher training
and student distillation. Training is therefore concentrated
on the cross-modal interaction, aggregation, residual adap-
tation, and mask-prediction modules.

A single MRI slice captures only one cross-section of
the prostate. Adjacent slices provide complementary infor-
mation about gland shape and its gradual variation along
the acquisition direction. We therefore extend the privileged
MRI context from 2D to 2.5D by constructing a local five-
slice neighborhood for each TRUS frame.

We first assign an anchor MRI slice g, using

I'n

Sn = ﬁ, qn = round (Sn(Ln - 1)) .

(6)
where r, is the TRUS slice index, R,, is the number of TRUS
slices, and L, is the number of MRI slices. The resulting
neighborhood is M, = {(m{;,u{;)}fz_T where v/, € {0,1}
marks whether the candidate lies within the available MRI
range. The relative-depth mapping defines a coarse local
search region, within which the utility selector identifies the
MRI candidates that contribute to the teacher representation.

3.2.2. Utility-Supervised Multi-Slice MRI Aggregation

The local MRI neighborhood provides richer anatomical
context, but its candidates are not equally useful for the
current TRUS frame. MIRAUS therefore processes each
candidate separately and learns a soft aggregation over the
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five MRI slices. The aggregation considers TRUS-MRI fea-
ture compatibility, relative slice position, and the candidate’s
contribution to prostate boundary estimation.

Each MRI candidate first interacts with the TRUS feature
through asymmetric multi-head cross-attention. TRUS sup-
plies the query, whereas MRI supplies the keys and values:

A, =LN, [FU + W, MHA (W, LN, (Fy)),
Wi LN (F) ), W, LN, (F), )]. %)

This interaction keeps the current TRUS frame as the rep-
resentation anchor while allowing each MRI candidate to
provide complementary anatomical information.

The five interacted candidates must then be weighted.
Learnable mappings first generate normalized feature de-
scriptors for the TRUS frame and each MRI slice:

eu [p(Fy.bg)] g PP, bo)|

" e b nal],

" ”gM [P(Fj]'\,pbg)]

’2

®)

Here, p(:) concatenates global, prompt-region, and prompt-
boundary pooled features, while g; and g,, are modality-
specific projections. During teacher training, bg, spans the
full image.

The content compatibility between the current TRUS
frame and MRI candidate j is measured by cosine similarity.
The selector combines this similarity with a learned relative-
position bias and a weak Gaussian prior:

a; = a{dy, &, ) +u;+ 4, logp, ©)

where @ > O controls the contribution of content sim-
ilarity, u ; is a learned relative-position bias, and pj
exp(—j2 /261%). The spatial prior favors nearby candidates
without forcing the assigned center to receive the largest
weight. A

Let V, = {j | v/, = 1} denote the valid MRI candidates.
Their normalized aggregation weights are

exp(a;) )
- —— JE€Vn
B; =4 Lkev, exp(a;) (10)
O’ J ¢ vn'

Feature compatibility alone cannot determine whether an
MRI candidate improves the boundary estimate for the cur-
rent TRUS frame. We therefore supervise the selector using
candidate-specific boundary utility. A lightweight auxiliary
head C,pq predicts a mask from each interacted feature A ;,
and the corresponding segmentation error is

ej = EDice (Ccand(Aj)’ Yn) +£BCE (Ccand(Aj)7 Yn) . (11)

A lower error indicates that the corresponding MRI can-
didate provides more useful information for estimating the

current prostate boundary. The errors are converted into the
utility distribution

exp(—ej/Tu) .
s JEV,
T = Zkevn exp(—e,/T,) (12)
0’ j g vn’

where T,, controls the sharpness of the target distribution.
The utility target is detached before it supervises the pre-
dicted aggregation weights:

Lyt = Dk, (sg(@) || B) (13)

where sg(-) denotes the stop-gradient operator. This supervi-
sion teaches the selector to prioritize candidates according to
their boundary-estimation utility, complementing the visual
similarity and relative-position terms.

Finally, the valid candidate features are combined using
the learned weights:

F, = Z BiA,;. (14)

JEVy

The resulting teacher feature preserves the TRUS represen-
tation as its base while incorporating the MRI information
selected for the current frame.

3.2.3. Residual Privileged Adaptation

After teacher training, the complete teacher is frozen.
It generates target features during student training, with no
gradients propagated into any teacher component.

We express the teacher representation relative to the
shared frozen TRUS feature:

The student uses a lightweight residual adapter A, to
estimate this increment from F; alone:

/I}S = Ae(Fu), FS = FU +i~\S (16)

The adapter contains two parallel convolutional branches
whose outputs are summed. The final layer of one branch is
zero-initialized to stabilize the beginning of student training.

Because both representations share the same frozen
TRUS feature, SmoothL 1 matching of the complete features
is equivalent to residual matching under identical spatial
averaging. This formulation makes the student-predicted
correction explicit.

The predicted correction is aligned with the teacher-
defined increment using

L., = SmoothL1 (Fg,rr) . (17)

priv
The loss is averaged over all channels and spatial positions
of the feature map.

Together with segmentation supervision, the complete
student objective is

Lg= Eseg + 2Epriv’ (13)

where L, combines Dice, binary cross-entropy, and mask-
quality regression losses. Once student training is complete,

neither F nor ry is required for inference.
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3.3. Training Objectives and Mixed-Prompt
Adaptation

Training comprises three sequential stages. First, the
privileged teacher receives the TRUS frame, its local MRI
neighborhood, and the reference mask. Both image encoders
remain frozen, while the cross-modal interaction, MRI ag-
gregation, candidate head, and teacher-side segmentation
components are optimized. The candidate head receives
direct segmentation supervision, and its detached candidate
errors define the utility target & that supervises the aggrega-
tion weights f through L ;.

Second, the trained teacher is frozen and used only
for forward computation. It supplies the residual target r,
while the student residual adapter predicts T g from Fy;. The
student representation F g is optimized using the inherited
segmentation objective together with 2£,,;,. No gradients
are propagated into the teacher or MRI encoder during this
stage.

Third, mixed-prompt adaptation prepares the same stu-
dent for automatic and box-assisted measurement. During
transrectal acquisition, the probe is positioned close to the
gland, and the prostate commonly occupies a large propor-
tion of the image. A full-image box therefore provides a
loose localization prompt for automatic operation:

bg =[0,0,W —1,H — 1]. (19)

Image quality, boundary ambiguity, and the preferred
level of operator control vary across examinations. Mixed-
prompt adaptation therefore combines full-image rehearsal
with perturbed localization boxes bLOC. This strategy retains
the full-image behavior while teaching the prompt encoder
and mask decoder to use coarse localized guidance. During
this stage, the TRUS encoder and residual adapter remain
frozen, while the prompt encoder and mask decoder are
optimized using L.

At deployment, the student prediction is

P, = Sp(x,.b), b€ {bgy.b}. (20)
Both operating modes use the same single-frame TRUS
student. MRI and the privileged teacher are absent from the
deployed measurement path.

3.4. Experimental protocol
3.4.1. Datasets and Evaluation Cohorts

We evaluated MIRAUS across two distinct clinical co-
horts to rigorously assess both volumetric accuracy and
zero-shot domain generalization. The internal cohort com-
prises the public uRegPro dataset [50], containing paired,
unaligned MRI and TRUS acquisitions from 73 patients.
Model performance was evaluated using patient-disjoint 5-
fold cross-validation. Pooling out-of-fold predictions across
all 73 patients yielded 3,885 gland-bearing TRUS frames for
3D patient-macro analysis. To evaluate direct cross-center
transferability under real-world domain shifts, we further
established an independent external test cohort consisting

Table 1

Summary of Datasets and Evaluation Protocols
Dataset Protocol Frames (Pts) Modalities
1RegPro 5-Fold Patient CV 3,885 (73) TRUS + MRI (Train)

China—Japan Friendship

Hospital dataset External Test 327 (24) TRUS Only

of 327 gland-bearing 2D TRUS frames collected at China—
Japan Friendship Hospital. The collection and use of this ex-
ternal cohort were approved by the Science and Technology
Ethics Committee of the University of Chinese Academy of
Sciences (No. UCASSTEC26-003), with written informed
consent obtained from all participants. This external dataset
lacks paired MRI acquisitions and was used strictly to eval-
uate the zero-shot deployment of the trained TRUS-only
student model. Dataset statistics and evaluation settings are
summarized in Table 1.

All models were implemented in PyTorch and trained on
NVIDIA GPUs. For MIRAUS, TRUS and MRI inputs were
resized to 256 X 256. Both TRUS and MRI TinyViT back-
bones remained frozen throughout optimization to leverage
foundation vision priors. Training proceeded in three se-
quential stages using the AdamW optimizer with an initial
learning rate of 5.5 x 10™#, weight decay of 8.1 x 10>, and
cosine learning rate scheduling. In Stage 1, the privileged
teacher was trained for 20 epochs (512 sampled frames per
epoch, batch size 2), aggregating multi-slice MRI candidates
via utility-supervised KL divergence. In Stage 2, the teacher
was frozen, and the student was distilled for 20 epochs using
the objective in Eq. (18). In Stage 3, the student underwent 5
epochs of mixed-prompt adaptation, during which prompts
were randomly sampled from standard full-image prompts
b, and noise-perturbed bounding boxes bL"C.

3.4.2. Evaluation Metrics and Retrospective
Volumetric Protocol

For the pRegPro cohort, metrics were calculated from
predictions pooled within each patient and summarized
across all 73 patients with equal weighting. HD95 was
measured in millimetres on the 0.8-mm isotropic grid and
in pixels for the external cohort, which lacked validated
pixel-spacing metadata. Standardized box-assisted compar-
isons used identical reference-mask-derived boxes across
methods; we further conducted experiments with bounding
boxes drawn by multiple clinical observers in Section 5.2.
Segmentation performance was assessed via Dice, IoU
and HD95, while volume error was quantified by MAE in
millilitres. The retrospective caliper experiment followed
Section 3.1, comparing model-assisted ellipsoid estimates
with both reference-caliper ellipsoid volumes and voxel-
count reference volumes. Reference volumes were computed
from the ground-truth masks using the isotropic voxel
spacing; the reference superior-inferior diameter was their
full longitudinal extent.
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4. Results

4.1. Main Benchmark Comparison and Cross-Site
Generalization

On the public yRegPro dataset, MIRAUS achieved the
best performance among the evaluated baselines across 73
patients (3,885 gland-bearing TRUS frames). By leveraging
privileged multi-slice MRI guidance during training, the
network operates in a lightweight, TRUS-only manner at
inference, avoiding MRI processing and cross-modal align-
ment at deployment.

As summarized in Table 2, MIRAUS achieves supe-
rior segmentation performance across the evaluated set-
tings. Standard fully automatic single-modality architectures
(Rows 1-4) exhibit limited spatial accuracy due to standard
TRUS contrast constraints, with the top performer (nnU-
Net) achieving 84.45% Dice. Crucially, despite being trained
on paired MRI-TRUS data and specifically engineered to
accommodate missing modalities during inference, archi-
tectures such as RFNet and mmFormer (Rows 5-6) still
yield suboptimal TRUS-only results (Dice of 76.46% and
69.94%). This indicates that simply training multi-modal
architectures to tolerate missing modalities remains insuf-
ficient for prostate segmentation, where severe imaging arti-
facts demand explicit privileged feature learning rather than
passive multi-modal robustness.

By framing cross-modal learning through privileged in-
formation distillation (LUPI), MIRAUS (automatic, Row 8)
avoids any multi-modal inference dependency altogether. It
significantly outperforms existing feature-prototypical dis-
tillation strategies (ProtoKD in Row 7, 79.99% Dice), ad-
vancing automatic performance to 93.20% Dice, 87.41%
IoU, and reducing HD95 boundary error to 3.62 mm. Fur-
thermore, when evaluated against interactive, box-prompted
foundation models (Rows 9-13), MIRAUS (box-assisted,
Row 14) achieves competitive internal accuracy (92.56%
Dice) and the highest external box-assisted Dice among
the evaluated methods (84.72%). Notably, even in its au-
tomatic full-image-prompt mode, MIRAUS (93.20% Dice)
surpasses all box-assisted foundation models on the internal
cohort (e.g., SAMUS box-only at 92.07% and LiteMedSAM
at 88.82%), confirming that internalizing privileged MRI
structural priors provides richer contextual awareness than
manual bounding box constraints alone.

To visually inspect volumetric shape and slice-level
boundary precision, Fig. 3 compares MIRAUS with rep-
resentative automatic (nnU-Net) and prompt-guided (Med-
SAM) baselines on the internal cohort across the apex, mid-
gland, and base. In the illustrated cases, nnU-Net shows

shape irregularity and boundary over-estimation where prostate

boundaries blend into adjacent structures. MedSAM remains
localized by its box prompt but shows mid-gland under-
segmentation and basal boundary leakage. In contrast, the
MIRAUS contours more closely follow the reference annota-
tions across the displayed anatomical zones. Extended visual
comparisons across 15 anonymized cases are available in

our online result viewer (https://zeming-huang.github.io/
MIRAUS/).
On the separate-center external cohort (China—Japan

Friendship Hospital dataset), fully automatic MIRAUS achieved

71.30% Dice, outperforming the evaluated non-prompted
automatic baselines. Under the standardized reference-mask-
derived box condition shared by all box-prompted methods,
MIRAUS achieved 84.72% Dice, 73.91% IoU, and an HD95
boundary error of 32.05 pixels. This 13.42-point Dice boost
underscores the value of human-in-the-loop interaction for
cross-center deployment. Minimal user prompting provides
critical spatial anchoring to mitigate localized imaging
artifacts and scale variations, while introducing only modest
manual burden.

As illustrated by the qualitative slice comparisons in
Fig. 4, standard automatic baselines like nnU-Net (purple
contours) collapse under cross-institution domain shift,
resulting in severe under-segmentation (Dice as low as
0.283 in Case A and 0.617 in Case B) or boundary leakage
into neighboring tissues (Case C). Interactive foundation
models like LiteMedSAM (blue contours) maintain spatial
localization via user bounding boxes but produce overly
smooth, schematic boundaries that fail to capture intricate
patient-specific prostate contours. In contrast, MIRAUS (red
contours) exhibits improved anatomical alignment across
varying patient geometries, achieving comparatively well-
delineated boundaries with per-slice Dice scores of 0.912 in
Case A and 0.899 in Case C. These observations indicate that
leveraging privileged multi-slice MRI structural priors can
help alleviate localized boundary shifts when generalizing
to external clinical centers.

4.2. Ablation Study

We systematically validate the core methodological
components of MIRAUS: utility-supervised multi-slice MRI
aggregation in the teacher, and the residual privileged distil-
lation scheme in the student. Table 3 summarizes the com-
plete ablation hierarchy evaluated in TRUS-only deployment
mode alongside the fine-tuned LiteMedSAM baseline.

Efficacy of Utility-Supervised MRI Aggregation Ta-
ble 3 evaluates teacher aggregation strategies against the
fine-tuned LiteMedSAM baseline (88.82% Dice, 6.62 mL
Volume MAE).

Even unguided aggregation strategies (Al and A2)
achieve substantial performance gains over the founda-
tion baseline (improving Dice to 92.07% and 91.36%, and
reducing Volume MAE to 4.41 mL and 4.84 mL, re-
spectively). This baseline gain confirms that aggregating
multi-slice privileged MRI context in the teacher is fun-
damentally beneficial for cross-modal transfer. However,
unguided feature fusion remains sub-optimal because it
does not explicitly condition the teacher’s representations on
downstream student transferability. In contrast, introducing
explicit segmentation utility supervision (A3) encourages
the teacher to synthesize feature representations specifically
optimized for student residual learning. This targeted guid-
ance yields further comprehensive improvements across all
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Table 2
Segmentation performance under five-fold cross-validation and external cohort
uRegPro External cohort

# Method Params (M) Dice (%) 1 loU (%) 1 HD95 (mm) | Dice (%)t IloU (%) 1 HD95 (pixel) |
Fully automatic methods (TRUS-only)

1 3D U-Net [23] 4.81 77.39 66.78 10.67 - - -

2 UNETR++ [51] 42.95 77.52 67.21 11.56 - - -

3 nnU-Net [24] 24.27 84.45 75.95 8.85 52.72 39.95 83.76

4  SAMed [32] 91.35 75.07 65.76 37.10 66.53 54.22 39.18

5 RFNet [44] 8.69 76.46 64.68 36.63 - - -

6 mmFormer [45] 36.65 69.94 56.67 72.74 - - -
Privileged distillation methods (MRI-guided training, TRUS-only inference)

7 ProtoKD [46] 3.27 79.99 70.04 23.14 - - -

8 MIRAUS (automatic) 15.92 93.20 87.41 3.62 71.30 57.25 59.20
Box-assisted methods (Interactive / Box-prompted inference)

9 LiteMedSAM [17] 9.79 88.82 80.29 3.79 83.96 72.57 35.67
10 SAM-Med2D [33] 271.24 85.78 76.82 13.66 44.43 32.14 99.92
11 SegVol (no zoom-in) [36] 180.89 82.79 73.81 17.89 - - -
12 nnlinteractive [37] 383.50 78.32 65.37 25.73 76.99 63.97 62.30
13 SAMUS box-only [34] 133.32 92.07 85.71 8.33 - - -
14 MIRAUS (box-assisted) 15.92 92.56 86.36 4.19 84.72 73.91 32.05

Note: Missing entries (—) indicate methods not evaluated on the external cohort under the corresponding experimental setting; such methods
rely on volumetric or multimodal inputs that are unavailable in the external 2D TRUS cohort. External HD95 values are reported in pixels
because the exported images lack validated physical pixel-spacing metadata.

3D overview Apex Mid-gland Base

nnU-Net

MedSAM

MIRAUS (Ours)

Figure 3: Qualitative 3D volumetric and 2D multi-slice segmentation comparison on the public uRegPro dataset across Apex,
Mid-gland, and Base regions. From top to bottom: nnU-Net (purple), MedSAM (blue), and the proposed MIRAUS (red), with
ground-truth contours delineated in solid green.

evaluation metrics, pushing student performance to 93.20%  Efficacy of Residual Privileged Distillation Regard-
Dice, reducing HD95 to 3.62 mm, and advancing volume ing the student distillation objective using the proposed
estimation precision to 3.61 mL Volume MAE—achieving utility-guided teacher (A3), conventional logit distillation B2
a reduction of over 45% in volumetric error over fine-tuned proves effective over the non-distilled TRUS baseline Bl
LiteMedSAM.
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Figure 4: Qualitative comparison of segmentation performance on the external verification cohort (China—Japan Friendship

Hospital dataset).

Table 3
Ablation study in TRUS-only deployment mode.

ID Teacher Agg. Student KD Dice (%) 1 loU (%) 1t HD95 (mm) | Vol MAE (mL) |
- - LiteMedSAM (Fine-tuned) 88.82 +5.41 80.29 +7.92 3.79 +2.15 6.62 + 6.10
Al Uniform Avg. Residual (£pi,) 92.07 + 3.89 8553 + 6.35  4.44 + 2.07 4.41 + 4.39
A2 Unguided Soft  Residual (£,,) 91.36 + 4.83 84.43 +7.66 455 + 2.42 484 + 534
A3 Util.-Supervised Residual (£,,;,) 93.20 + 3.00 87.41 +5.05 3.62 + 1.81 3.61 + 4.00
B1 Util.-Supervised  None (TRUS-only) 91.94 + 520 8545 +7.84 4.26+ 223 4.22 + 5.47
B2 Util.-Supervised  Logit KD 92.86 + 3.37 86.84 +5.60 3.70 + 1.86 3.64 + 3.79
B3 Util.-Supervised Residual (£,,;,) 93.20 + 3.00 87.41 +5.05 3.62 + 1.81 3.61 + 4.00

(91.94% Dice, 4.22 mL Volume MAE), advancing perfor-
mance to 92.86% Dice and 3.64 mL Volume MAE. This
demonstrates that transferring overall output probability dis-
tributions helps regularize the lightweight student.

Crucially, our proposed residual privileged distillation
objective B3 (L;,, weighted by 4 = 2) outperforms
conventional KD across all metrics, reaching the overall
top performance of 93.20% Dice, 87.41% IoU, 3.62 mm
HD95, and 3.61 mL Volume MAE. While conventional KD
only transfers coarse output logit distributions, B3 directly
supervises the student to predict the fine-grained incre-
mental anatomical representation ry provided by privileged
MRI. This formulation enables the lightweight TRUS stu-
dent to effectively internalize cross-modal structural priors
and achieve maximal performance gain (+4.38% Dice and
+7.12% IoU over fine-tuned LiteMedSAM).

4.3. Analysis of Privileged MRI Context and
Modality Dependence
To understand how privileged multi-slice MRI repre-
sentations empower cross-modal distillation, we evaluated
the effect of training-time MRI context size and verified the
teacher’s functional dependence on MRI input.

Impact of Privileged MRI Neighborhood Size During
privileged training, the teacher aggregates a spatial neigh-
borhood of multi-slice MRI representations to construct rich
anatomical context for the TRUS-only student. As detailed
in Table 4(a), expanding the training-time MRI context from
a single slice to 3 and 5 slices progressively enhances stu-
dent inference performance, with the 5-slice configuration
achieving the highest accuracy (93.20% Dice and 87.41%
IoU). However, further expanding the context window to 7
slices leads to a marked performance degradation (87.60%
Dice, representing a 5.60 pp drop from the reference). This
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Table 4
Analysis of Privileged Teacher MRI Utilization

(a) Effect of Privileged MRI Context Size

MRI Slices Dice (%) t  ADice (pp) loU (%) 1
1 Slice 90.84 -2.36 83.33
3 Slices 92.15 —1.05 85.55
5 Slices 93.20 Reference 87.41
7 Slices 87.60 -5.60 78.39
(b) Counterfactual Teacher Dependence

on Privileged MRI Input

MRI Condition Dice (%) t*  ADice (pp) SD
Matched MRI 86.40 Reference +3.94
Cross-Patient Mismatch 83.70 -2.69 +4.10
Zeroed MRI Input 64.81 -21.59 +12.70

indicates that an excessively wide spatial window intro-
duces weakly correlated out-of-plane features that dilute
essential local anatomical guidance. Thus, a compact 5-slice
MRI neighborhood provides the best-performing context
size among the evaluated configurations.

Counterfactual Verification of Teacher MRI Depen-
dence To examine the teacher network’s dependency on
privileged MRI cues rather than functioning as a redundant
feature extractor, we conducted counterfactual input inter-
ventions across TRUS frames (Table 4(b)). Under standard
matched privileged MRI input, the frozen teacher achieves a
baseline segmentation performance of 86.40% Dice.

When evaluating input sensitivity, completely zeroing
out the MRI feature representation serves as an out-of-
distribution intervention on the frozen teacher, causing a
severe performance degradation of 21.59% (dropping to
64.81% Dice). This substantial decrease indicates that the
privileged teacher relies heavily on cross-modal represen-
tations to construct its residual supervision targets. Fur-
thermore, replacing the patient-matched MRI with cross-
patient scans results in a moderate performance decrease
of 2.69% (83.70% Dice). This behavior suggests that the
privileged branch utilizes two complementary components:
the drop under cross-patient mismatch reflects the omission
of subject-specific anatomical boundary cues, whereas the
residual 83.70% Dice score demonstrates that the archi-
tecture still extracts transferable, general prostate structural
priors from unmatched MRI slices.

5. Discussion

5.1. Mechanistic Insights into Privileged Feature
Distillation

In this study, we presented MIRAUS, a lightweight,
prompt-adaptable segmentation framework that leverages
privileged multi-slice MRI representations during training
to elevate TRUS-only boundary estimation. By reframing
cross-modal guidance within a Learning Using Privileged
Information (LUPI) paradigm, MIRAUS simultaneously
tackles two critical challenges in intraoperative imaging:

(a) Input TRUS Image with

Diff M
Ground Truth © |erenrr:e a

Confidence
of gland

(b) Comparison Stack

Confidence Difference

Confidence of
background

Figure 5: Slice-level confidence difference analysis between
MIRAUS and MedSAM. (a) Input TRUS frame overlaid with
ground truth (white contour). (b) Predicted probability maps
for MIRAUS and MedSAM. (c) Difference map showing region-
wise confidence divergence (red: higher MIRAUS confidence for
prostate tissue; blue: higher confidence for background).

overcoming the intrinsic anatomical ambiguity of TRUS
through privileged MRI representations, and ensuring high
clinical usability via ultra-fast, prompt-adaptable TRUS-
only deployment.

The key design choice of MIRAUS stems from address-
ing real-world clinical bottlenecks: preoperative MRI avail-
ability is inconsistent, and pixel-level 3D cross-modal reg-
istration is often unfeasible due to soft-tissue deformation.
To circumvent these constraints, MIRAUS relies on a flex-
ible depth-aware mapping coupled with utility-supervised
aggregation, effectively leveraging privileged MRI guidance
during training without requiring dense deformable cross-
modal registration.

Our diagnostic analyses reveal a fundamental distinction
between standalone teacher performance and student trans-
ferability. Unsupervised soft aggregation allows the privi-
leged teacher to maximize its own segmentation accuracy
on paired MRI-TRUS inputs; however, it fails to optimize
the representations for cross-modal distillation. Introduc-
ing explicit segmentation utility supervision regularizes the
teacher aggregation weights, forcing the teacher to construct
anatomical representations specifically tailored for residual
estimation by the student. Consequently, the lightweight
TRUS student effectively learns the MRI-conditioned fea-
ture increment rp, closing the performance gap against
compute-heavy foundation models without incurring any
inference-time multi-modal overhead.
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Figure 6: Centered Kernel Alignment (CKA) similarity
matrix across internal representations. Mean CKA scores
evaluate feature-space alignment between single-modality
sources (Fy, Fy), the teacher-defined residual target (r;),
and student-learned task corrections without distillation (A, ),
with logit distillation (A,), and with residual distillation (Ap;).

To directly visualize how privileged MRI distillation
refines local boundary decision-making compared to base-
line foundation models, Fig. 5 provides a slice-level con-
fidence difference analysis between MIRAUS and Med-
SAM on a representative case. As depicted in Fig. 5(b),
MIRAUS achieves a significantly higher local Dice score
(0.969 vs. 0.878) with a sharply defined probability bound-
ary adhering to the reference contour. The resulting dif-
ference map (Fig. 5(c)) reveals two key mechanisms be-
hind this improvement: the prominent red regions along
the lateral prostate boundaries indicate that MIRAUS as-
signs substantially higher gland confidence, successfully
recovering tissue regions overlooked by MedSAM’s under-
segmentation; simultaneously, the blue regions near the
peripheral borders reflect increased background confidence,
effectively eliminating the spurious boundary leakage and
halo artifacts common in interactive foundation models. This
pixel-level divergence provides evidence that distilling MRI-
conditioned residual features (r) equips the TRUS student
with sharper spatial discrimination, directly accounting for
the marked reduction in Hausdorff distance (HD95).

To determine whether residual distillation produced the
intended feature-space adaptation beyond output-level logit
matching, we analyzed the internal representations using
debiased linear Centered Kernel Alignment (CKA) [52]
(Fig. 6). The analysis included the TRUS base feature Fy;,
the MRI feature F),, the teacher-defined increment ry, and
the student corrections learned without distillation (Ag),
with logit distillation (A pg,), and with residual distillation
(A p3). CKA was computed independently within each cross-
validation fold and then averaged across the five folds.
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Figure 7: Segmentation performance across relative ax-
ial prostate depths. (Left) Anatomical region categorization
across five equal depth intervals. (Right) Patient-macro mean
regional 3D Dice scores (%) across relative axial depths. Error
bars indicate 95% confidence intervals obtained from 20,000
patient-level bootstrap resamples.

The mean CKA matrix confirms that F,, retains a dis-
tinct representation geometry from Fy; (0.07) and the student
corrections (0.10-0.13). Crucially, while the baseline (Ag;)
and logit-distilled (A g,) corrections yield similar alignment
with the teacher target r (CKA = 0.36 and 0.37, re-
spectively), our residual distillation (A p3) elevates this fea-
ture alignment to 0.47, achieving a consistent improvement
across all five cross-validation folds (mean gain of +0.108).
Simultaneously, the A g5 correction reduces reliance on the
raw TRUS feature Fy; (CKA drops from 0.64 to 0.51).
This coordinated shift confirms that residual distillation
successfully redirects the learned correction away from the
raw TRUS baseline and toward the privileged cross-modal
increment, providing internal feature-space evidence for the
qualitative boundary refinements observed in practice.

5.2. Clinical Feasibility, Efficiency, and
Deployment Analysis

To assess the practical clinical viability of MIRAUS
for TRUS measurement workflows, we evaluated four op-
erational dimensions: computational efficiency, anatomical
depth sensitivity, operator localization robustness under im-
perfect bounding boxes, and agreement with standard clini-
cal volume measurements.

Model Complexity and Runtime Latency As summa-
rized in Table 2, MIRAUS balances segmentation perfor-
mance and computational footprint. With 15.92 M param-
eters, MIRAUS is lighter than foundation models such as
SAM-Med2D (271.24 M), SegVol (180.89 M), and nnInter-
active (383.50 M). The TRUS-only student requires no priv-
ileged MRI processing at deployment. Inference on a single
2D TRUS frame takes under 15 ms on an NVIDIA GeForce
RTX 5070 Ti GPU. In box-assisted mode, manual box
placement required 4.12-5.60 s per frame across observers,
and the complete measured workflow, including inference
and post-processing, required 4.36-5.85 s per frame. These
retrospective timing results verify the model’s low-latency
processing capability and lay a solid foundation for further
prospective workflow validation.

Huang et al.: Preprint submitted to Elsevier

Page 11 of 15



MIRAUS for Single-Frame TRUS Prostate Boundary Measurement

Anatomical Zonal Sensitivity along Axial Depth To
examine depth-dependent segmentation performance across
anatomical sub-regions, each patient’s gland-bearing slice
sequence was normalized to a relative axial depth of 0%—
100% and categorized into five equal intervals (Fig. 7).
Within each interval, regional 3D Dice was calculated per
patient by pooling foreground counts across constituent
slices and averaged across patients with equal weight-
ing. Uncertainty in the estimated mean performance was
quantified using 95% confidence intervals derived from
20,000 patient-level bootstrap resamples. As shown in Fig. 7,
MIRAUS achieves its peak accuracy in the central depth
interval (40%—-60%, mean regional Dice 95.06%; 95% CI:
94.27%-95.75%). Performance naturally declines toward
the terminal apical (0%—20%, 84.27%) and basal (80%—
100%, 86.89%) intervals. This pattern aligns with clinical
expectations, as mid-gland slices offer well-defined anatom-
ical contours, whereas apical and basal regions suffer from
severe acoustic shadowing, low signal-to-noise ratios, and
ill-defined prostate-bladder/rectal interfaces. Nevertheless,
as qualitative comparisons confirm (Fig. 3), privileged MRI
distillation significantly mitigates boundary degradation
in these challenging terminal slices, avoiding the severe
boundary collapse common in non-privileged baselines.

Operator-Assisted Localization and Robustness to Box
Imperfections On the separate-center TRUS cohort, fully
automatic inference showed performance degradation under
variations in field of view, imaging gain, and scale. We there-
fore evaluated box-assisted inference as a complementary
operating mode. To quantify robustness to variable operator-
supplied bounding boxes, ground-truth segmentations anno-
tated by a senior urological imaging expert were adopted
as the reference standard. Two clinical observers with dif-
fering levels of experience independently placed bounding
boxes on a representative evaluation subset of external-
center TRUS frames without viewing reference contours.
Inter-observer box positioning achieved a mean overlap IoU
of 0.736 + 0.134.

As detailed in Fig. 8, Observer 2 (more experienced)
placed more accurate bounding boxes relative to the expert
reference (0.798 + 0.064 vs. 0.683 + 0.130 Box IoU), which
correspondingly led to higher downstream segmentation
performance (0.792+0.081 vs. 0.736+0.142 Dice). In terms
of operational efficiency, Observer 2 required less annotation
time per frame (4.1 + 1.2 s vs. 5.6 + 3.2 s). Notably, even
under the less accurate prompts from Observer 1, MIRAUS
maintained robust segmentation output (0.736 Dice).

Given the intrinsic anatomical ambiguity and severe
boundary noise in prostate TRUS—where inter-expert hu-
man agreement itself inherently exhibits noticeable varia-
tion [22]—these results highlight the practical resilience of
MIRAUS. Even with coarse, operator-dependent bounding
boxes, the framework delivers stable segmentation perfor-
mance while maintaining a rapid, clinically practical anno-
tation workflow.

B Observer1 W Observer 2

Overlap / Dice
Time (s)

Annotation

Box Segmentation
loU Dice time

Figure 8: Quantitative comparison of inter-operator variability
during box-assisted deployment across two observers with
differing clinical experience. Metrics evaluate Box loU against
expert reference, resulting segmentation Dice, and annotation
time.

Ellipsoid Volume Measurement Integration To evalu-
ate whether MIRAUS can seamlessly automate traditional
caliper-based reporting while addressing operator variabil-
ity, we benchmarked three volume estimation strategies
against the expert manual 3D segmentation reference (V,¢r)
across 73 patients (Fig. 9): (i) Automated 3D Direct Seg-
mentation (Vri(]))del)’ calculated by direct voxel integration
over predicted 3D boundaries; (ii) Model-Assisted Ellip-

soid (Vnigg;]), calculated via Eq. (2) using model-derived
in-plane diameters paired with the reference longitudi-
nal diameter on a GT-selected axial frame; and (iii) GT-
Mask-Derived Ellipsoid (Vgﬁlp), calculated using the same
equation with standardized calipers extracted directly from
ground-truth masks manually delineated by an expert.

As shown in Fig. 9, direct 3D automatic segmenta-
tion achieved the highest volumetric accuracy against V¢
(Bias: +0.60 mL, MAE: 3.61 mL). When evaluating tradi-
tional 2D ellipsoid approximations, MIRAUS-derived auto-
mated calipers (V;g;il) achieved a volume estimation bias of

+4.80 mL (MAE: 7.50 mL, MAPE: 13.43%). Benchmark-

ing against the GT-derived upper-bound baseline (Végp:

+5.48 mL bias, MAE: 6.28 mL, MAPE: 11.82%) reveals two
critical insights: First, the overestimation bias partly reflects
deviation of the prostate from the ideal ellipsoidal geome-
try assumed by the conventional formula, highlighting the
fundamental geometric limitation of conventional ellipsoid
formulas. Second, replacing GT in-plane dimensions with
model-predicted calipers introduced minimal additional er-

ror (signed bias: —0.68 mL, MAE: 4.68 mL between Vellip

model
and Véglp ). Because ellipsoid volume is multiplicative in the
three diameters, errors in the transverse and anteroposterior
measurements propagate jointly into the derived volume.
With the reference superior—inferior diameter held fixed,
the 4.68-mL MAE relative to the reference-caliper ellipsoid
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Figure 9: Volumetric estimation accuracy and clinical work-
flow integration across 73 patients. Comparison among auto-
mated 3D direct. segmentation (V0 ), model-assisted ellipsoid
estimation (Vo7 ), and GT-mask-derived ellipsoid estimation

(Vggip) against the expert manual 3D segmentation gold
standard (V).

isolates the volumetric effect of replacing the two refer-
ence in-plane calipers with model-derived measurements.
Because PSAD = PSA/V, volume overestimation produces
a corresponding underestimation of PSAD when the PSA
value is fixed.

Overall, MIRAUS unifies boundary estimation with
the conventional caliper-based clinical reporting workflow.
With sub-15 ms inference enabling rapid processing, our
retrospective caliper experiment demonstrates that model-
estimated in-plane diameters lessen reliance on manual
caliper positioning.

5.3. Limitations and Future Directions

While MIRAUS demonstrates strong efficacy and clin-
ical utility, several methodological scope boundaries high-
light promising avenues for future research.

First, regarding anatomical and diagnostic granularity,
the current framework primarily focuses on whole-gland
prostate segmentation. In advanced targeted biopsy or fo-
cal therapy, delineating intra-prostatic malignant lesions,
for example PI-RADS > 3 targets, and managing severe
tissue deformation from benign prostatic hyperplasia (BPH)
remain critical. A crucial next step is to extend the privileged
learning formulation to multi-task architectures that simul-
taneously distill spatial gland boundaries and focal lesion
priors from multi-parametric MRI

Second, the present volume and operator analyses are
retrospective, and the external cohort is assessed at the
2D frame level. Although these findings establish technical
segmentation and measurement performance across acquisi-
tion conditions, their downstream clinical impact, including
associations with PSA density, biopsy yield, focal treatment
planning, and real-time workflow efficiency, remains to be

examined. Prospective multi-center studies across diverse
ultrasound vendors will be essential to translate these tech-
nical gains into measurable clinical utility.

Third, regarding multi-slice spatial consistency, process-
ing independent 2D frames offers distinct speed advantages
for real-world deployment, yet it does not explicitly enforce
inter-slice contour continuity. When extending the model
to continuous multi-planar sweeps or 3D volume recon-
struction, frame-by-frame inference may introduce inter-
slice jitter or boundary fluctuations. Future extensions will
explore 3D temporal-spatial smoothing, volumetric tracking,
or joint multi-slice attention to guarantee continuous 3D
spatial coherence during dynamic scanning.

6. Conclusion

We proposed MIRAUS, a novel multimodal privileged
learning framework to improve 2D TRUS prostate bound-
ary segmentation without extra imaging or computational
overhead at deployment. Built under the LUPI paradigm,
MIRAUS uses multi-slice MRI representations exclusively
during training to address speckle noise, low contrast and
anatomical ambiguity inherent to TRUS. Its central con-
tribution decouples multimodal supervision from clinical
inference: utility-supervised 2.5D aggregation selects infor-
mative anatomy from weakly aligned MRI slices, and resid-
ual privileged distillation transfers MRI-conditioned feature
increments into a lightweight TRUS student. The model does
not require MRI or cross-modal registration at test time and
supports automatic and box-assisted inference via shared
mixed prompts. Rather than relying on challenging dense
3D deformable co-registration, our framework operates with
coarse slice-rank mapping to derive distillable anatomical
priors from MRI. Mixed-prompt training further endows
this dual-mode inference with enhanced robustness against
domain shifts.

Evaluations on 73 uRegPro patients show superior au-
tomatic segmentation performance (93.20% Dice, 3.62 mm
HD95) and low diameter/ellipsoid volume errors in retro-
spective caliper simulation. On an external cross-center co-
hort, automatic performance degrades, but box-assisted in-
ference recovers Dice to 84.72%. Our measurement-centric
evaluation covers boundary distance, caliper error, volume
consistency and inference latency, not merely segmentation
overlap.

Collectively, these results validate a key design prin-
ciple: richer diagnostic modalities can enhance learned
anatomical representations without becoming a deployment
requirement. This work paves the way for prospective multi-
center validation of automatic view selection, full three-
diameter volumetry and downstream PSAD assessment.
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